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GPU underutilization
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waste of resources & energy-inefficient!
exclusive GPU access is a big part of the problem!

studies of real-world deep learning clusters show
low (~50%) GPU utilization
Jeon et al. “Analysis of Large-Scale Multi-Tenant GPU Clusters for DNN Training Workloads.” ATC 2019
Gao et al. “An Empirical Study on Low GPU Utilization of Deep Learning Jobs.” ICSE 24
Weng et al. “MLaaS in the Wild: Workload Analysis and Scheduling in Large-Scale Heterogeneous GPU Clusters.” NSDI 22

https://www.usenix.org/conference/atc19/presentation/jeon
https://www.usenix.org/conference/atc19/presentation/jeon
https://www.usenix.org/conference/atc19/presentation/jeon
https://www.usenix.org/conference/atc19/presentation/jeon
https://www.usenix.org/conference/atc19/presentation/jeon
https://www.microsoft.com/en-us/research/wp-content/uploads/2024/01/gpu-util-icse2024.pdf
https://www.usenix.org/conference/nsdi22/presentation/weng
https://www.usenix.org/conference/nsdi22/presentation/weng
https://www.usenix.org/conference/nsdi22/presentation/weng
https://www.usenix.org/conference/nsdi22/presentation/weng


resource sharing through collocation
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• training more models with fewer hardware resources
• if done well  better hardware utilization & reduces costs
• if not done well  interference & performance degradation
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collocation-aware resource management

requirements:

(1) don’t overload the GPU compute

(2) minimize out-of-memory crashes 
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estimating GPU memory use & compute utilization for 
deep learning models can help with this!

Ties Robroek, Ehsan Yousefzadeh-Asl-Miandoab, Pınar Tözün
An Analysis of Collocation on GPUs for Deep Learning Training

EuroMLSys 24

https://itu-dasyalab.github.io/RAD/publication/papers/collocation_analysisi_euromlsys2024.pdf


estimating GPU memory needs
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analytical models / formulas
e.g., Horus formula (TPDS’21), DNNMem (ESEC/FSE’20), LLMem (IJCAI’24)

libraries
e.g., FakeTensor, DeepSpeed

machine learning models
e.g., DNNPerf - graph neural networks (ICSE-SEIP‘23)

to take runtime optimizations into account

https://pytorch.org/docs/stable/torch.compiler_fake_tensor.html
https://deepspeed.readthedocs.io/en/latest/memory.html


GPUMemNet
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MLP1
MLP2
MLP3
MLP4

…

execute & monitor on the GPU
collect GPU utilization metrics

CNN1
CNN2
CNN3
CNN4

…

Transformer1
Transformer2
Transformer3
Transformer4

…

(1) model runs based on building 
blocks to create a dataset

methodology to train memory need 
estimators for deep learning training jobs

(2) train model(s) for each 
architecture type

MLP 
estimator

CNN 
estimator

Transformers 
estimator



classification vs regression?
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CNN

classification is more suitable for this problem

Transformer



• #linear layers
• #batch normalization layers
• #dropout layers
• batch size
• #parameters
• #activations
• activation encoding cos/sin

(1GB - 2GB)

(2GB - 3GB)

(3GB - 4GB)

(4GB - 5GB)
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GPUMemNet - MLP ensemble model



performance on real models
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actual GPU memory need
GPUMemNet
FakeTensor library
Horus formula

on A100, PyTorch v2.4.1
A100 memory

• Horus tends to overestimate, doesn’t consider runtime optimizations
• FakeTensor tends to underestimate & cannot handle transformers
• GPUMemNet is as good as the data trained on
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toward robust GPU collocation
• estimating GPU resource use of deep learning training jobs 

can help with collocation-aware resource management 
• memory estimation is challenging due to dynamic factors 

and variety of models 
• GPUMemNet is a step toward this direction,

but need to improve data quality  
• GPU compute, memory bandwidth … utilization 

estimations may require different approaches

need to build collocation-aware resource managers 
that incorporates a mix of hardware metrics!
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thank you!
pito@itu.dk
ehyo@itu.dk

mailto:pito@itu.dk
mailto:ehyo@itu.dk
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